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Abstract
Atlas is a plan-based dialogue manager that allows a
computer and a person to conduct a mixed-initiative
dialogue using typed text and/or graphics. It is based on a
hierarchical task network (HTN) style reactive planner.
Through an API, it enables a host system to interact with a
person using host system GUI actions, natural language or
both. For example, depending on the domain and the
communicative goal, a turn might include drawing a vector,
filling in a spreadsheet, or typing a free-form answer to a
question. Either the system or the user can take the initiative
at any time. We are currently using Atlas to build a new
generation of intelligent tutoring systems. We expect these
new systems to be an advance over previous systems since
they will incorporate the best features of existing tutors,
including student-led, GUI-based tutors and tutor-led, text-
based ones. In this paper we describe the goals and
capabilities of the Atlas system. We derive some
observations on the role of mixed-initiative, planning and
natural language in tutoring systems.

Introduction

This paper describes a system called Atlas, a dialogue
planner that can conduct a mixed-initiative, multimodal
conversation with a user. We are developing Atlas as the
basis for a new generation of intelligent tutoring systems
(ITSs) that will provide additional learning opportunities
for students through the addition of coherent natural
language subdialogues to existing GUI-based tutors.

Atlas is a hierarchical task network (HTN) style reactive
planner. It works with a host system that provides GUI
support and domain knowledge via an API. Although Atlas
was developed for use with intelligent tutoring systems, it
is domain-independent and could be used to communicate
with any system that can implement the API.

Our goal in building Atlas was to support tutoring
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systems where either the student or the system could take
the initiative at any time. Additionally, we wanted to allow
multimodal operation, i.e. the student and the tutor could
use either natural language or the GUI, as appropriate. Our
underlying motivation was to combine the strengths of two
types of existing tutoring systems. One type presents a
problem to the student and provides a graphical user
interface to assist the student in solving it. As the student
works out the solution using the interface, the system
provides feedback. Types of feedback might include
textual hints and non-verbal cues, such as highlighting
wrong answers. Examples of this type of tutor include the
Andes physics tutor (Gertner, Conati and VanLehn 1998)
and the tutors, including algebra and geometry, constructed
by the PACT group at Carnegie Mellon University
(Anderson et al. 1995). We consider such systems to be
student-led because the tutor is always responding to the
student’s actions.

The second type is exemplified by the CIRCSIM-Tutor
medical tutoring system (Woo et al. 1991; Zhou et al.
1999a, 1999b). CIRCSIM-Tutor is primarily a text-based
system. Although a matrix-like worksheet is an essential
part of the user interface, it is used only for entering results;
there are no GUI actions available to the student. We
consider CIRCSIM-Tutor to be primarily a tutor-led system
because, after identifying the student’s errors, the tutor
helps the student learn the correct answers via a dialogue.
For each wrong answer, the tutor leads the student toward
the right answer through a series of hints and questions.

It is not surprising that our example of a student-led
system is GUI-based while the tutor-led system is text-
based. For a tutor-led system to be GUI-based would
require a GUI, specific to the application, that can lead
students through the solution to a problem. Such GUIs are
notoriously hard to design and teach to students.
Conversely, for a text-based system to be student-led would
require that the system could process natural language
input, another notoriously different problem.

An advantage of student-led, GUI-based systems is that
students can learn to solve problems using the same
techniques they will later use on paper, drawing vectors for
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physics and graphs for algebra. Furthermore, students have
to take the initiative, just as they will on exams and in real
life. But tutor-led, text-based systems can utilize tutoring
tactics that a tutor without language capability and the
ability to take the initiative during a multi-turn plan cannot
carry out.

When a student gives a wrong answer, gets stuck or has
a persistent misconception, skilled human tutors take the
initiative and use a variety of tactics, ranging from one-
sentence replies to longer, multi-turn strategies (Freedman
1996; Kim, Freedman and Evens 1998). Short replies,
including hints and specific responses to common student
misconceptions, do not require the tutor to take the
initiative. For this reason, they can be realized in a student-
led tutoring system.

But there also exist true multi-turn strategies that require
the tutor to take the initiative. Perhaps the most common
strategy is leading a student through the solution to a
section of a problem one step at a time. Other possibilities
include leading the student through a variety of types of
argument, including setting up an analogy or a reductio ad
absurdum argument.

Thus our goal for Atlas is to allow both student-led and

tutor-led interactions, using natural language and/or GUI
actions as appropriate. We expect systems built using Atlas
to be an advance over both earlier paradigms. In this paper
we will describe the design of Atlas and its rationale,
concluding with some observations on the role of mixed-
initiative, planning and natural language in tutoring
systems.

Background: The Andes Physics Tutor

Andes (Gertner, Conati and VanLehn 1998) is an ITS for
physics being developed at LRDC and the US Naval
Academy. Andes teaches via coached problem solving
(VanLehn 1996). The Atlas user interface is shown in
Figure 1. Students are presented with problems involving
Newton’s laws. As students solve a problem, they enter the
steps of their solution on the GUI. Buttons for choosing a
body, drawing axes, and adding vectors (force, velocity and
acceleration) to the diagram are shown along the left-hand
edge of the interface. Students click on a button and drag
the object to the desired place on the diagram. The system
then brings up a dialogue box for entering additional

Figure 1: Screen shot of the Andes physics tutor
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information about the object, such as the name of the
vector. On the right-hand side of the interface, students can
enter variables and equations. One of the goals of Andes is
to encourage students to draw a free-body diagram, such as
the one shown in the lower part of the figure, before
writing equations.

After the student enters an object, Andes gives visual
feedback by turning the object green if it is correct and red
if it is wrong, a method known as flag feedback. When a
red item occurs, the student can correct, delete or ignore it.
All of the items in Figure 1 except for equation 2 have been
colored green.

Andes provides many sources of help and information to
the student. For our purposes, the most relevant is the hint
window in the lower left corner of Figure 1. Hints are
attached to nodes in the solution graph of the problem, and
point at something the student should think about, give the
student some information, or tell the student what to do
next. Students can request a hint from the help menu. The
system also provides hints in response to incorrect entries.
The student can then request additional hints, traversing the
available hints in the system, using the why, how, and
explain further buttons below the hint window.

In this fashion we can think about the current Andes
system as generating short pieces of dialogue. On the other
hand, student turns in these virtual dialogues are restricted
to the three commands above, and the tutor cannot continue
the dialogue in any other fashion.

Like most coached problem solving tutors, Andes is a
student-led, GUI-based system. We are currently building
an initial version of Andes/Atlas, a plan-based mixed-
initiative ITS that uses Atlas as a dialogue planner and
Andes as the host tutoring system. We hope that
Andes/Atlas will provide additional learning opportunities
for students through the addition of tutor-led, text-based
subdialogues to Andes’ existing repertoire of tutoring
tactics.

Structure of Human Tutorial Dialogues

Our belief that mixed-initiative dialogue is a good model
for developing an ITS comes from studying transcripts of
human-human tutorial dialogues. In previous work we
studied a corpus of keyboard-to-keyboard dialogues in
which human tutors helped students solve CIRCSIM-Tutor
problems (Freedman et al. 1998; Kim, Freedman and
Evens 1998). To build plan operators for Andes/Atlas, we
have been abstracting dialogue schemata from a corpus in
which human tutors helped students solve Andes problems.
For data collection purposes, students entered their
solutions on an Andes-like interface that did not provide
feedback. Conversations with the human tutor were
recorded and transcribed, with the students’ GUI actions
interleaved at the correct points.

These human-human physics tutorial dialogues generally
share the hierarchical structure of task-oriented dialogues
(Grosz 1977). Furthermore, a main building block of the
discourse hierarchy, corresponding to the transaction level
in Conversation Analysis (Stenström 1994), matches the
tutoring episode defined by VanLehn et  al. (1998). A
tutoring episode consists of the turns necessary to help the
student make one correct entry on the interface.

In these dialogues either party can (and does) take the
initiative. The student generally maintains control of the
conversation as long as correct steps are being entered on
the GUI. When the tutor takes control, it can be for the
duration of a tutoring episode or for a larger hierarchical
segment.

Tutor activity in both the student-controlled and tutor-
controlled sections of the conversation can be used to
implement the tutor’s two main activities, namely
remediation and goal scaffolding. Remediation is the
process of correcting the student’s errors and miscon-
ceptions, while goal scaffolding refers to the activity of
helping the student through the steps of a task. Goal
scaffolding can occur at a high level of a task, only for a
specific subtask, or not at all. We are currently studying the
distribution of these activities with respect to the
hierarchical structure of the dialogues.

Simulating Human Tutorial Dialogues

In this section we explain why we chose reactive planning
to model the mixed-initiative processing in our corpus of
human tutorial dialogues. Looked at from the tutor’s point
of view, the dialogues are partially planned and partially a
reaction to the student’s utterances. When the student is in
control of the conversation, the tutor’s main priority is to
respond to the student; when the tutor is in control, there is
an agenda to follow in order to help the student complete
the current step. Thus what appears in the protocols is a
sequence with two flavors, illustrated in Figure 2. During

... student is leading (tutor responds)
S: 〈draws vector〉
T: 〈provides feedback〉
S: 〈draws vector〉
T: 〈provides feedback〉

... tutor is leading (student responds)
T: 〈asks a question〉
S: 〈answers the question〉
T: 〈asks another question〉
S: 〈answers the question〉

... student is leading again
S: 〈draws vector〉

Figure 2: Schematic example of tutorial dialogue
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some parts the student has the initiative and the tutor
responds with yes/no feedback and/or with a single-turn
response, such as a hint, clarification or explanation.
During other parts, the tutor takes control and leads the
student through a planned multi-turn strategy. However,
even when tutors are following a multi-turn teaching plan,
such as leading a student through a line of reasoning, they
may need to change or abort a plan depending on the
student’s responses. A plan may become inappropriate if
the student can’t follow the desired reasoning or if the
student understands immediately and returns to solving the
problem via the GUI.

Thus planning for a coherent conversation can be
compared to planning a move in chess. After evaluating the
board, a chess player might respond to the opponent or
start a multi-move attack sequence. Depending on the
opponent’s next move, the player might then continue the
attack sequence, modify it, or change to a new plan based
on new circumstances. Reactive planning (Georgeff and
Ingrand 1989) is a technology that has been developed for
domains that need such integrated planning and execution.
Originally developed for real-time control of the space
shuttle, reactive planning has since been used in a variety
of other domains including military transportation
problems and industrial process control.

For the Atlas system, we have developed a reactive
planner called APE (Atlas Planning Engine) which
implements these ideas. APE is domain-independent and
communicates with a host tutoring system via an API. Like
most reactive planners, APE is a hierarchical task network
(HTN) style planner (Yang 1990; Erol, Hendler and Nau
1994). In other words, most plan operators decompose a
goal into a set of subgoals. In the current version of APE,
the subgoals are totally ordered. Since the planner’s goal is
to conduct a conversation, the primitive operators represent
(multimodal) speech acts, including the ability to say
something to the human user, ask the user a question, or
display something on the interface (via the host system
API). In addition to a goal and a series of subgoals that
realize it, each APE operator contains a list of
preconditions giving conditions that must be satisfied
before the operator can be considered.

Atlas/Host Relationship

As a partner in a dialogue, Atlas needs to obtain
information from the world and express itself to the other
participant. In the preceding section, we saw that Atlas
could express itself by using primitive speech acts and API
calls to utter text and display graphics, respectively. In this
section we look at how Atlas obtains information to make
decisions. The interface between Atlas and the host system
is shown in Figure 3.

Atlas uses preconditions on plan operators to obtain

information from the world as well as from its own data
structures. The preconditions can access information from
any knowledge source maintained by Atlas or available
from the host system via the API. This information can be
divided into three categories:

• Information maintained by Atlas
• Information about interaction with the student
• Expert knowledge about the domain and the task

The first category includes information in the planning
agent’s “mind,” i.e. information that would be in the mind
of a human speaker. It includes the following items:

• Tutor’s plan in progress (strictly speaking, partial plan)
• Discourse history (interaction history)

The partial plan expresses the agent’s current intentions.
The discourse history is a record of the interaction with the
student, including both text and graphics. It can be used for
generating anaphoric references and for knowing whether
the student is saying the same thing twice.

Our current implementation includes only selected facts
in the discourse history. However, we feel it would be
simpler as well as more comprehensive to maintain the
complete discourse history.

The second category includes the following items:

• Interpretation of the student’s latest utterance
  (GUI or natural language)

• Model of objects on the screen

Although the model of what’s on the screen, part of the
current shared context in the language of pragmatics, may

Atlas
Planning
Engine
(APE)

Domain
Expert

Host
Knowledge

Sources

A P I

Human
Computer
Interface

Figure 3: Interface between Atlas and host system
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be maintained by the host system, Atlas needs access to it
in order to correctly generate references.

The third category encompasses a wide range, depending
on the style of the host system and the level of interaction
desired between Atlas and the host. From its role as a
dialogue planner, Atlas needs to maintain plans and history
and communicate with the student. However, the breadth
and depth of domain information necessary depends on the
goal of an individual system built with Atlas.

Many student-led, GUI-based tutors are model-tracing
tutors, that is, they maintain a model of possible solutions
of the problem the student is trying to solve, called a
solution graph. When the student enters an action, the tutor
attempts to locate it on the solution graph in order to track
the plan it believes the student is following. In a model-
tracing tutor, two important pieces of knowledge that the
tutor may wish to share with Atlas are the tutor’s guess
about the student’s plan and the tutor’s assessment of the
student’s knowledge.

But Atlas does not require any specific architecture for
the host. For example, suppose that the student draws a
vector incorrectly in Andes/Atlas. The tutor’s response may
vary depending on the type of error. If the student draws a
vector parallel to the correct normal force vector but
pointing in the wrong direction, the tutor may respond
differently than if the student draws an incorrect vector that
is not parallel. This example uses model-tracing data—the
tutor’s best guess as to the student’s intended vector—but it
also uses additional information about the vectors and their
relationship.

The interaction between Atlas and the host can occur at
any mutually agreed upon level. At one extreme, all of the
computation can be done by the host, and the API call
returns only the results of the computation. This result
could represent a label for categorizing user input or for
choosing a planner response. At the other extreme, API
calls could return very fine-grained information, such as the
angle of a given vector. A plan operator could check many
such facts before making a decision. At an intermediate
level, some domain-specific calculations, especially
calculations that might be done by an outside expert, such
as student assessment, could be done by the host and
returned by a single API call, while other decisions are
made by the planner based on a series of API calls.

The preferred grain size for the domain API depends on
the domain-specific calculations used and on the level of
domain knowledge required by the plan operators in a
given application. From a programming point of view,
choosing the best grain size for a given application is
similar to choosing the most appropriate level of
interaction between modules in a conventional
programming system or between objects in an object-
oriented one.

Atlas does not update any data structures of the host
system directly, although it can of course do so via an API

call. Thus another determinant of grain size might be the
degree to which one wishes to make visible the interface to
any “black box” domain expert such as a student model so
that it can be correctly updated. The amount of work
required to use an existing ITS as an Atlas host depends on
the modularity of the existing system and the extent to
which the modules used in its internal decision making
correspond to the grain size desired in the proposed new
system.

The Reactive Planning Algorithm

The high-level reactive planning loop consists of the
following steps:

1. Wait for input.
The reactive planner waits for graphical or natural-

language responses from the student. (It can also react to
signals from the host system, such as timeouts.) When it
perceives a student input, it chooses and executes its next
action.

2. Find out (from the GUI and/or from a NLU module)
what the student said.

The student’s input is interpreted either by a graphics
interpreter provided by the host system or by the NLU
module, depending on whether the student has used a
graphical action or text.

3. Figure out pragmatic import of student’s input.
As described in the previous section, this can be done

via any combination of API calls to host system.

4. Decide how to respond (by executing plan operators
until a set of primitive operators constituting a turn have
been obtained).

All decisions about how to respond to the student,
including the content, the medium (text or graphics), and
whether to retain the initiative or cede it to the user, are
made through the use of plan operators. Although it might
appear that such apparently simple decisions such as
responding “I didn’t understand what you said” could be
made by the NLU component, that is not the case. First,
such decisions are not really simple. If the system is unable
to parse something the user has said, it has multiple
choices, just like a human speaker. In addition to “I don’t
understand,” it could ask a clarification question, ignore the
student’s answer and re-ask its last question a different
way, or make a guess (based on the student model or a user
stereotype) as to the student’s most likely intent at this
point and respond to that. Second, in order to generate a
coherent conversation, one component must be responsible
for all dialogue generation so that we can maintain a
complete conversational history. By maintaining both an
agenda of discourse intentions and a hierarchical history of
the conversation thus far, the planner can ensure coherence
in the generated dialogue, since it is aware of the context
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from both a pedagogical and a linguistic point of view.

5. Execute the turn.
Textual responses are processed by a text realization

component; graphical aspects are generated via API calls to
the host. Any type of text realization component, from
string concatenation to a sophisticated text generation
system can be used with Atlas.

The planner may execute several primitive operators
before a response from the user is required, i.e. if a turn
contains multiple speech acts.

6. Return to step 1.
The conversation is complete when both parties have

said everything they want to, i.e. the user has indicated a
desire to exit and the system has completed (or decided to
skip) any remaining desires.

Plan Revision during Dialogue

Use of the reactive planning algorithm allows us to modify
the tutorial plan depending on the student’s responses. In
Atlas/Andes, if the student is making progress on the task,
the tutor generally does not need to say anything. But
“correct step toward the solution” is not the only possible
type of student utterance. A longer list follows. Each of
these types of utterances can arise either while the student
is solving the problem (i.e. when the student has the
initiative) or when the student is answering a question
posed by the tutor, although some are more common in one
context than the other.

• Domain near miss (a good step by the student, e.g. on the
path to the correct answer)

• Linguistic near miss (right answer, wrong terminology)
• Common student misconception, i.e. a student error to

which we have a specific plan for remediation
• “I don’t know”
• Subset of the desired answer
• Answer to higher-level question or later part of task

(i.e. student skips ahead)
• Unclassified wrong answer

Although these content-free categories are useful for
analyzing protocols, they do not provide sufficient
information to be useful in operator preconditions. For
operator preconditions it is generally necessary to include
some content information, e.g. what kind of near miss and
with which operands.

The planner can handle any type of change to the current
partial plan. The following types of response to student
input occur frequently in our protocols:

• Ignore student’s response and continue with the tutor’s
agenda

• Address the student’s last utterance, then continue with
the plan

• Drop a line of reasoning and replace it by another.

APE contains primitive agenda maintenance actions that
allow it to drop the remainder of a plan that has become
irrelevant, drop a plan and replace it by another, or drop a
plan and search for a more appropriate one. These agenda
maintenance actions are loosely based on the ones
described by Wilkins (1988). Any change to the agenda,
such as the ones listed above, can be coded in terms of the
primitive agenda maintenance actions.

Mixed-Initiative in Andes/Atlas
Just as in Andes, the student starts the tutoring session by
entering an entry on the GUI. At any time, but most likely
when the student has made an error or is stuck, the tutor
can take the initiative by asking the student a question (or a
syntactic equivalent such as an imperative). In addition to
answering the question, the student can attempt to regain
the initiative by taking a GUI action. If the student does so,
the tutor must decide whether to relinquish the initiative or
to force the student to continue the dialogue. Any desired
pedagogical policy can be encoded in the plan operators.

The planner also allows the student to gain the initiative
via textual input, e.g. by asking a question. This action can
occur during a subdialogue or in lieu of a GUI action. At
the moment our plan library for Andes/Atlas does not
permit this type of student initiative. We restrict student’s
natural language input to contexts such as answering a
question for two reasons, to reduce the complexity of the
natural language understanding task and to keep the student
on track.

NLU and Mixed-Initiative in ITSs

The Atlas system permits full mixed-initiative interaction
as well as full multimodal integration. However, the extent
to which these capabilities are realized in a specific
host/Atlas implementation depends on the capabilities
provided to Atlas by the host’s implementation of the Atlas
API, as well as on the plan operators written to support the
interaction. Our initial Andes/Atlas system allows multi-
turn plans and the use of text and graphics by both parties.

We have not yet implemented a natural language
understanding component for Atlas. Instead, we have a tiny
NLU module that understands single words, numbers and a
few noun phrases and synonyms that are important for the
domain. As a result, although Atlas has the capability for
sophisticated mixed-initiative processing based on
understanding full-text student initiatives, the initiatives our
initial Andes/Atlas system can understand are largely
restricted to GUI actions (done while the tutor is expecting
a text response) and the kinds of simple initiatives
described by Freedman (1997), such as asking for help.

In summary, the ability to implement a sophisticated
mixed-initiative capability, as opposed to the ability to
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handle it theoretically, is dependent on either a natural
language input capability or a GUI which can handle each
kind of initiative desired. But the ability to understand
natural language initiatives is not enough to implement a
dialogue system. In order for the conversation to be
coherent and achieve the speaker’s goals, the ability to
create and maintain a conversational plan is also required.

NLU and Planning in ITSs

In the previous section we discussed the importance of
natural language understanding for handling non-trivial
student initiatives. In this section we will look at two other
motivations for providing a natural language understanding
capacity in tutoring systems.

One is the desire to replace multiple-choice questions,
which can be easily implemented with menus, with short-
answer questions. With short-answer questions one can
trigger students’ recall memory instead of their recognition
memory, with the intention of improving student learning.

A second is the desire to avoid the proliferation of
complex GUIs. For example, suppose one wants to help
students learn to think about physics problems in a top-
down, goal-oriented fashion. To do this without natural
language, one must design and implement a new GUI,
e.g. one which lets the student build a goal tree using drop-
down boxes. Students find these complex interfaces
difficult to learn. On the other hand, in this particular case
the GUI may be pedagogically useful, as it provides a
concrete representation of the solution planning process.

In each of these cases the full benefit of using natural
language cannot be realized without the ability to plan.
Once natural language input is provided, the tutor must be
able to cope with unexpected responses by the student in
order to continue the conversation in a coherent and
pedagogically useful manner.

Conclusions

In Carbonell’s early paper (1970) on mixed initiative in
tutoring systems, the system described could switch
between the tutor asking questions and the student asking
questions. No mechanism was provided to ensure
conversational coherence, and, in fact, the generated
conversations were not always coherent. Since that time,
advances in many areas of artificial intelligence have
permitted the development of much more sophisticated
dialogue-based tutoring systems.

In this paper we described the architecture of Atlas, a
reactive-planner based system which permits a host system
to conduct a mixed-initiative, multimodal (text and GUI
actions) dialogue with a human user. We described the
motivation for this architecture, and gave an example using
the Andes physics tutor as the host. Atlas-based systems

can use both text and graphics, and let either the student or
the tutor take the initiative as appropriate. We believe that
such systems will form the foundation of a new generation
of tutoring systems that will provide additional learning
opportunities for students.

Since Atlas is a domain-independent system, Atlas-based
systems can also be used for other types of mixed-initiative
dialogue systems, such as advice-giving systems.
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